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“Do You Like My Interface?”
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“How much do you like 
my interface?”

“This is a useful interface: 
agree/disagree”
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Please the Experimenter Bias
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Developers are Valuable Testers
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Getting beyond “do you like my interface?”
�What’s the comparison?
�What’s the yardstick?
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Getting beyond “do you like my interface?”
�Baserates: How often does Y occur?
�Requires measuring Y.
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Getting beyond “do you like my interface?”
�Baserates: How often does Y occur?
�Requires measuring Y.

�Correlations: Do X and Y co-vary? 
�Requires measuring X and Y.
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Getting beyond “do you like my interface?”
�Baserates: How often does Y occur?
�Requires measuring Y.

�Correlations: Do X and Y co-vary? 
�Requires measuring X and Y.

�Causes: Does X cause Y? 
�Requires measuring X and Y, and manipulating X.
�Also requires somehow accounting for the effects of other independent 
variables (confounds)!
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Let’s introduce a few terms...
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Independent Variables
manipulations
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Dependent Variables
measures
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Internal Validity
precision
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External Validity
generalizability
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IS MY COOL NEW APPROACH BETTER 
THAN THE INDUSTRY STANDARD?
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Source:  PC World 19



Benefits and Drawbacks?
�Manipulation: Input Style
�Measure: Words per minute
�External validity: not so 
much

scott will show in background
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A better version: actual users
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An In-Depth Look into the Text Entry User Experience on the iPhone, Jennifer M. Allen, Leslie A. McFarlin and Thomas Green, Proceedings of the Human Factors and Ergonomics Society Annual Meeting 2008

�Manipulation: Input Style
�Measure: Words per minute
�...and error rate



iPhone & Qwerty users similar speed, but make more errors
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An In-Depth Look into the Text Entry User Experience on the iPhone, Jennifer M. Allen, Leslie A. McFarlin and Thomas Green, Proceedings of the Human Factors and Ergonomics Society Annual Meeting 2008



Strategies for fairer comparisons
�Insert your new approach into the production setting
�Recreate the production approach in your new 
setting
�Scale things down so you’re just looking at a piece of 
a larger system
�When expertise is relevant, train people up
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IS INTERFACE X BETTER 
THAN INTERFACE Y?
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Most often, the answer is 
“it depends”

The question is “on what”?
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CONTROLLED COMPARISON 
ENABLES CAUSAL INFERENCE 
(a fancy way of saying you can learn stuff)
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http://xkcd.com/552
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Make a Study Plan
�Who are your users?
�What’s your task?
�What will you measure?



Turn to the person next to you
�In A7, you’ll submit a 2-3 sentence plan for the study 
you’ll run in A8
�What do you hope to learn? What questions do you 
have about your Webapp?
�Help each other improve your plan to better match 
what you want to learn



Running Web Experiments



Interface courtesy of A List Apart: http://www.alistapart.com/articles/designcancripple 31
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Interface courtesy of A List Apart: http://www.alistapart.com/articles/designcancripple 32
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Interface courtesy of A List Apart: http://www.alistapart.com/articles/designcancripple 33
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Interface courtesy of A List Apart: http://www.alistapart.com/articles/designcancripple 34
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Content courtesy of A List Apart: http://www.alistapart.com/articles/designcancripple

Ways design makes a difference

• Position and color of a call to action
• Position on the page of testimonials, if used
• Whether linked elements are in text or as 

images
• Amount of white space on a page, giving the 

content space to “breathe”
• Position and prominence of the main heading
• Number of columns used on the page
• Number of visual elements competing for 

attention
• Attributes of people and objects in photos

http://www.alistapart.com/articles/designcancripple


Courtesy Forrest Glick, Stanford STVP http://project8180.stanford.edu/category/wireframes/ 36
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Courtesy Forrest Glick, Stanford STVP http://project8180.stanford.edu/category/wireframes/ 37
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Courtesy Forrest Glick, Stanford STVP http://project8180.stanford.edu/category/wireframes/

Results
• Version A (traditional version) was sent 

to 6272 users.  
Opened: 1638 - Click thrus: 722 - 
Forwards: 4

• Version B (Quick Shots version) was 
sent to 6263 users.  
Opened: 1769 - Click thrus: 922 - 
Forwards: 14 

http://project8180.stanford.edu/category/wireframes/


Courtesy Dan Siroker, Stanford HCI Seminar http://hci.stanford.edu/courses/cs547/speaker.php?date=2009-05-08 39
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Courtesy Dan Siroker, Stanford HCI Seminar http://hci.stanford.edu/courses/cs547/speaker.php?date=2009-05-08

Which option performed best?

• Sign up
• Learn More
• Sign up Now
• Join Us Now

http://hci.stanford.edu/courses/cs547/speaker.php?date=2009-05-08


Courtesy Dan Siroker, Stanford HCI Seminar http://hci.stanford.edu/courses/cs547/speaker.php?date=2009-05-08

Now for the visual 
material: five options

http://hci.stanford.edu/courses/cs547/speaker.php?date=2009-05-08


Courtesy Dan Siroker, Stanford HCI Seminar http://hci.stanford.edu/courses/cs547/speaker.php?date=2009-05-08 42
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Courtesy Dan Siroker, Stanford HCI Seminar http://hci.stanford.edu/courses/cs547/speaker.php?date=2009-05-08

• Family Image
• Change Image
• Barack Video
• Springfield Video
• Sam’s Video

http://hci.stanford.edu/courses/cs547/speaker.php?date=2009-05-08


Courtesy Dan Siroker, Stanford HCI Seminar http://hci.stanford.edu/courses/cs547/speaker.php?date=2009-05-08 44
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Here We Saw
• Small changes: big difference
• Our expectations are often wrong



Courtesy Dustin Curtis: http://dustincurtis.com/you_should_follow_me_on_twitter.html

For Dustin Curtis, Which performed best?

• I’m on Twitter
• Follow me on twitter
• You should follow me on twitter
• You should follow me on twitter here
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http://dustincurtis.com/you_should_follow_me_on_twitter.html


Courtesy Dustin Curtis: http://dustincurtis.com/you_should_follow_me_on_twitter.html

For Dustin Curtis, Which performed best?

4.70% I’m on Twitter
7.31% Follow me on twitter
10.09% You should follow me 

on twitter 
12.81% You should follow me 

on twitter here 

http://dustincurtis.com/you_should_follow_me_on_twitter.html


Content courtesy Ron Kohavi

Typography Experiment:  
Color Contrast on MSN Live Search

B: Queries/User up 0.9%

    Ad clicks/user up 3.1%

A: Softer colors B: High contrast
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Large scale changes design
• Making small but consequential 

differences detectable.
• Small differences accumulate
• Beware of anomalies: investigate further



courtesy Greg Linden’s blog: http://glinden.blogspot.com/2006/04/early-amazon-shopping-cart.html

Unexpected changes in a checkout page

• Conversion rate: the percent of visits to 
a Web site that include a purchase

• Which version has a higher rate?

http://glinden.blogspot.com/2006/04/early-amazon-shopping-cart.html


www.silicon.com/management/sales-and-marketing/2010/11/01/expedia-on-how-one-extra-data-field-can-cost-12m-39746554

just film scott with the website in the 
background

The cost of one extra data field

http://www.silicon.com/management/sales-and-marketing/2010/11/01/expedia-on-how-one-extra-data-field-can-cost-12m-39746554


Small distractions 
like extra fields 
can yield big changes



Office Online Feedback

courtesy Greg Linden’s blog: http://glinden.blogspot.com/2006/04/early-amazon-shopping-cart.html

Which version has a higher response rate? By how much?

�
Feedback A puts everything together, whereas feedback B is two-stage: question 

follows rating

A B

�Feedback A just has 5 stars, whereas B annotates the stars with “Not helpful” to 

“Very helpful” and makes them lighter
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Office Online Feedback

courtesy Greg Linden’s blog: http://glinden.blogspot.com/2006/04/early-amazon-shopping-cart.html

Which version has a higher response rate? By how much?

everything together 
just has five stars

A 

B

two-stage: question follows rating 
annotates stars w/ “Not helpful” to 
“Very helpful”; makes them lighter

56
B gets more than double the response rate! 



courtesy Greg Linden’s blog: http://glinden.blogspot.com/2006/04/early-amazon-shopping-cart.html

Fewer options; custom response
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http://glinden.blogspot.com/2006/04/early-amazon-shopping-cart.html


Another Feedback Variant

courtesy Greg Linden’s blog: http://glinden.blogspot.com/2006/04/early-amazon-shopping-cart.html

Which version has a higher response rate, B or C?

Call this variant C. Like B, also two-stage. 

C

C outperforms B by a factor of 3.5!!
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Commitment Escalation
• Iterative design plus controlled 

experiments can enable you to fine-tune 
this stuff



Run Experiments at 50/50%

Content courtesy of : Ronny Kohavi

�Novice experimenters run 1% experiments

�To detect an effect, you need to expose a certain number of users to the treatment (based on 

power calculations)

�Fastest way to achieve that exposure is to run equal-probability variants (e.g., 50/50% for A/B

�But don’t start an experiment at 50/50% from the beginning: that’s too much risk

   Ramp up over a short period
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Courtesy Ron Kohavi, Stanford HCI Seminar http://hci.stanford.edu/courses/cs547/speaker.php?date=2009-05-08

Ramp-up and Auto-Abort 
�Ramp-up
� start an experiment at 0.1%
�do some simple analyses to make sure no egregious problems can be detected
� ramp up to a larger percentage, and repeat until 50%

�Big differences are easy to detect because the min sample size is quadratic in the effect we want to 

detect
�detecting 10% difference requires a small sample and serious problems can be detected during ramp-up
�detecting 0.1% requires a population 100^2 = 10,000 times bigger

�Automatically abort the experiment if treatment is significantly worse on OEC or other key metrics 

(e.g., time to generate page)

61

Fix layout. Also, need right link for 
Kohavi.

http://hci.stanford.edu/courses/cs547/speaker.php?date=2009-05-08


Pick the a meaningful 
yardstick 
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Doing the experiment is important because 
Correlations are not Necessarily Causal 

Content courtesy of : Ronny Kohavi

�
City of Oldenburg, Germany
�

X-axis: stork population
�

Y-axis: human population

What your mother told you about babies when you were three is still not right, despite the strong correlational “evidence”

�
Example 2: 

True statement (but not well-known):

Palm size correlates with your life expectancy

The larger your palm, the less you will live, on average

Try it out - look at your neighbors and you’ll see who is expected to live longer.

Why? 

Women have smaller palms and live 6 years longer on average
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Run it for long enough
• Sometimes, first use is not the same as 

what people are familiar with



Rules for Random Assignment
• Consistent
• Durable
• Independent
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Summary: Challenges & Opportunities

• Larger theories are still hard
• Using multiple methods together helps



Design in the online age
• Designers role shifts to being about 

creating multiple alternatives
• People are often too sure of themselves
• Rapid experimentation means the first 

release is (sometimes) less important -- 
fail fast



Turn to your neighbor
• When you run a Web experiment in A9

• What might you measure?
• What might you hope to learn?



Announcements
• Extra Credit
• A7 has an example
• Decaf


